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Introduc>on	  

•  Slot	  filling	  (SF):	  extract	  values	  of	  specified	  
aNributes	  for	  a	  given	  en>ty	  from	  a	  large	  
collec>on	  of	  natural	  language	  texts.	  	  

•  This	  was	  the	  5th	  year	  for	  the	  KBP	  SF	  evalua>on	  	  
•  A	  few	  new	  things	  this	  year	  



New:	  Annota>on	  Guidelines	  
•  per:>tle	  

–  Titles	  at	  different	  organiza>ons	  are	  different	  
–  MiN	  Romney	  

•  CEO	  at	  Bain	  Capital	  
•  CEO	  at	  Bain	  &	  Company	  
•  CEO	  at	  2002	  Winter	  Olympics	  

•  per:employee_of	  +	  per:member_of	  =	  
per:employee_or_member_of	  

•  En>>es	  in	  meta	  data	  can	  be	  used	  as	  query	  input	  or	  output	  
–  Consider	  post	  authors	  as	  filler	  candidates	  

different	  fillers!	  



New:	  Provenance	  and	  Jus>fica>on	  

•  Exact	  provenance	  and	  jus>fica>on	  required	  
– Up	  to	  two	  men>ons	  for	  slot/filler	  provenance	  
– Up	  to	  two	  sentences	  for	  jus>fica>on	  



New:	  Provenance	  and	  Jus>fica>on	  

Michelle	  Obama	  started	  her	  career	  as	  a	  corporate	  
lawyer	  specializing	  in	  marke8ng	  and	  intellectual	  
property.	  Michelle	  met	  Barack	  Obama	  when	  she	  
was	  employed	  as	  a	  corporate	  a<orney	  with	  the	  
law	  firm	  Sidley	  Aus8n.	  She	  married	  him	  in	  1992.	  

query	   en>ty:	  Michelle	  Obama	  
slot:	  per:spouse	  

En>ty	  provenance:	  “She”,	  “Michelle	  Obama”	  
Filler	  provenance:	  “him”,	  “Barack	  Obama”	  
Jus>fica>on:	  “She	  married	  him	  in	  1992.”	  

output	  



New:	  Source	  Corpus	  

•  One	  million	  documents	  from	  Gigaword	  
•  One	  million	  web	  documents	  (similar	  to	  2012)	  
•  ~100,000	  documents	  from	  web	  discussion	  
fora	  	  

•  Released	  as	  a	  single	  corpus	  for	  convenience	  



Scoring	  Metric	  

•  Each	  non-‐NIL	  response	  is	  assessed	  as:	  Correct,	  
ineXact,	  Redundant,	  or	  Wrong	  
–  Jus>fica>on	  contains	  >2	  sentences	  è	  W	  
–  Provenance	  and/or	  jus>fica>on	  incomplete	  è	  W	  
–  Filler	  string	  incomplete	  or	  include	  extraneous	  material	  
è	  X	  

–  Text	  spans	  jus>fy	  the	  extrac>on	  and	  filler	  is	  exact	  
•  Filler	  exists	  in	  the	  KB	  è	  R	  
•  Filler	  does	  not	  exist	  in	  KB	  è	  C	  

•  Credit	  given	  for	  C	  and	  R	  



Scoring	  Metric	  

•  Precision,	  recall,	  and	  F1	  score	  computed	  
considering	  C	  and	  R	  fillers	  as	  correct	  

•  Recall	  is	  tricky	  
– Gold	  keys	  constructed	  from	  
•  System	  outputs	  judged	  as	  correct	  
•  A	  manual	  key	  prepared	  by	  LDC	  annotators	  
independently	  

Also	  serves	  as	  a	  fair	  performance	  ceiling	  	  



PARTICIPANTS	  



Par>cipants	  



Par>cipa>on	  Trends	  
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Par>cipa>on	  Trends	  
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RESULTS	  



The	  Task	  Was	  Harder	  This	  Year	  

•  Harder	  
– Stricter	  scoring	  
– More	  complex	  queries,	  with	  a	  more	  uniform	  slot	  
distribu>on	  

•  Easier	  
– Extrac>ng	  redundant	  fillers	  is	  somewhat	  easier	  



Overall	  Results	  



Overall	  Results	  

Official	  scores	  
are	  generally	  
higher	  than	  

diagnos>c	  scores	  
	  

Redundant	  fillers	  
are	  easier	  to	  
extract.	  That’s	  
why	  they	  are	  
already	  in	  the	  

KB?	  



Overall	  Results	  

Harder	  task:	  
this	  score	  was	  
81.4	  in	  2012.	  



Overall	  Results	  

Increased	  
performance:	  

6	  systems	  over	  30	  
F1.	  Last	  year,	  there	  

were	  only	  2.	  



Overall	  Results	  

Increased	  
performance:	  

Median:	  15.7	  F1.	  
Last	  year:	  9.9	  F1.	  



Overall	  Results	  

Perspec>ve:	  
We	  are	  at	  54%	  
of	  human	  

performance	  



Distribu>on	  of	  Slots	  in	  Evalua>on	  Queries	  

…	  



Distribu>on	  of	  Slots	  in	  Evalua>on	  Queries	  

…	  

Harder	  data:	  
•  13	  slots	  needed	  to	  

cover	  60%	  of	  data	  
•  Some	  of	  these	  are	  

hard.	  
•  In	  2011,	  only	  7	  slots	  

needed	  to	  cover	  60%	  
of	  data.	  	  



Results	  with	  Lenient	  Scoring	  



Results	  with	  Lenient	  Scoring	  

Not	  directly	  
comparable	  
with	  the	  

official	  scores	  
due	  to	  

collapsing	  of	  
per:>tle	  



Results	  with	  Lenient	  Scoring	  

System	  bug?	  



Results	  with	  Lenient	  Scoring	  

About	  the	  same	  
as	  the	  official	  

scores.	  
If	  systems	  
iden>fy	  the	  
correct	  docs,	  

they	  can	  extract	  
correct	  offsets.	  



Results	  with	  Lenient	  Scoring	  

These	  are	  much	  
higher	  for	  some	  

systems.	  



Results	  with	  Lenient	  Scoring	  

Extracted	  fillers	  
from	  documents	  

not	  in	  the	  
source	  corpus.	  



Results	  with	  Lenient	  Scoring	  

Inferred	  
rela>ons	  not	  

explicitly	  stated	  
in	  text.	  



Technology	  

•  Most	  successful	  approaches	  combine	  distant	  
supervision	  (DS)	  with	  rules	  

•  DS	  models	  with	  built-‐in	  noise	  reduc>on	  
(Stanford)	  

Rules	  

DS	  
Combiner	  

Rules	   DS	  

(Stanford,	  NYU,	  BIT)	  

(Saarland)	  



Technology	  

•  KBP	  system	  based	  on	  OpenIE	  (Washington)	  
– Extracted	  tuples	  (Arg1,	  Rel,	  Arg2)	  from	  the	  KBP	  
corpus	  

– Manual	  wriNen	  rules	  to	  map	  these	  tuples	  to	  KBP	  
rela>ons	  

•  Bootstrapping	  dependency-‐based	  paNerns	  
(Beijing	  University	  of	  Posts	  and	  
Telecommunica>ons)	  



Technology	  

•  Unsupervised	  clustering	  of	  paNerns	  (UPC)	  
•  Combining	  observed	  and	  unlabeled	  data	  
through	  matrix	  factoriza>on	  (UMass)	  

•  Inferring	  new	  rela>ons	  from	  the	  stated	  ones	  
using	  first-‐order	  logic	  rules	  learned	  BLP	  (UT)	  



Conclusions	  

•  Posi>ve	  trends	  
– Most	  popular	  SF	  evalua>on	  to	  date	  
– Best	  performance	  on	  average	  

•  Things	  that	  need	  more	  work	  
– S>ll	  at	  ~50%	  of	  human	  performance	  
– Par>cipant	  reten>on	  rate	  at	  lower	  than	  50%	  
•  Reduce	  barrier	  of	  entry:	  offer	  preprocessed	  data?	  

–  Sentences	  containing	  <en>ty,	  filler>	  in	  training	  
–  Sentences	  containing	  en>ty	  in	  tes>ng	  
–  NLP	  annota>ons	  	  


